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Introduction
High-performance computing (HPC) is the practice
of aggregating computing power into grid clusters
that allows firms to process complex computations
that would otherwise have been unfeasibly
expensive or time-consuming.
They are used by investment banks to support applications that require significant computing power
with continuously low-latency networking, such as calculating prices and risk for derivative, commodity
and equity products; the aggregate and ticking risk of trader portfolios; or the aggregate position for an
entire institution.
These risk and position calculations are a critical competitive element of investment banks’ business
strategy, with the bank that can calculate positions the fastest and most accurately gaining

significant competitive advantage.

But the on-premises HPC grids that banks have been using since the early 2000s are struggling to keep
pace with modern business requirements for a number of reasons:

Cost

Regulation

Maintenance and operations costs
continue to rise over time, even after
years of significant investment.

Following the 2008 financial crisis,
regulatory changes, such as MiFID II and
FRTB, are changing the ways in which
investment banks leverage information
technology. Grid compute must be
more powerful than ever to meet
requirements, yet remain compliant and
secure.

Performance
Banks never cease trying to improve the
speed and accuracy of their risk pricing
calculations nor the capability of their realtime measuring and reporting functions. But
on-premises HPC is being stretched to
its limits due to the extra demand created
by linear growth, increasing regulation and
unpredictable peaks. Ever more data is
required to quickly and accurately run all the
calculations the business requires.

Competition
Born-in-the-cloud competitors have a lower
regulatory threshold and are unburdened
by legacy IT – these firms are perfectly
placed to steal market share if
investment banks rest on their laurels.

02

What Do Banks
Need to Do?
Investment banks
need to increase the
performance of their
grid compute, while
lowering costs and
maintaining compliance
in order to compete
effectively.
Cloud solutions are the clear successor of
on-premises grid compute. They are emerging

from the early adopter phase and moving towards
critical mass as a proven method for delivering nearunlimited capacity in a scalable, secure and costeffective manner.
The business case for accelerating grid compute
with AWS is overwhelmingly compelling,
but there are very real challenges facing CIOs that
might cause them to hesitate. Investment banks are
also inherently risk averse and at times struggle to
innovate due to their size, risk appetite and internal
political agendas.
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This white paper will address the challenges
that prevent CIOs from moving their grid
compute into the cloud, highlight the
business benefits of HPC on AWS and
demonstrate how this can be done with a
minimum of risk.
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The CIO’s Grid
Compute Challenges
Any study of the benefits of transforming
grid computing solutions with AWS starts by
understanding the business challenges that
the transformation will solve.
Every bank’s challenges will differ, but most
CIOs will feel pangs of recognition at the
following key challenges:

Cost
HPGC is the largest contributor to costs in investment banking. And an onpremise HPC farm typically constitutes between 25 and 50% of a bank’s
overall data centre capacity.
CIOs are always required to evidence IT service and investment value,
rigorous financial governance and fair and transparent cost allocation. This
is a challenge when legacy infrastructure and services are shared across the
whole business.

Optimising ROI
Return on investment needs to demonstrably accelerate time-to-value
and lower costs. These returns are typically expected within a given year,
with longer-term (i.e. over two years) returns seldom satisfactory.
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Regulation
2018 marked a busy year for
financial regulation:
3 January 2018 marked the
introduction of MiFID II and MiFIR
13 January 2018 saw PSD2
transposed to banks in EU member
states
25 May 2018 marked the compliance
date for GDPR
From 1 January 2019 banks with more
than £25 billion of deposits must ringfence core banking services from
wholesale and investment banking
operations, materially impacting
operational models and driving more
transparency in business unit cost
allocation
FRTB changes mandated from 2020
are estimated to require ten times
as many calculations for the average
portfolio, necessitating a significant
increase in grid compute capacity

Global Risk
Cyber security and terrorism are the
prime political, economic and social
risks in the 21st century, with banks a

prime target for cyberattacks.

Sunk Costs
Accumulated investment in
legacy on-premise solutions is
massive. The number and size of the

data sets is huge, and the scale of the
effort required to maintain interfaces
plus Extract Transform Load (ETL)
processes across risk classes and
product applications is enormous. There
are also concerns about the scale of the
effort and risk inherent in unravelling
them.
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What These
Challenges Mean for
Investment Banks
Given the above challenges, it could be tempting to defer any major change effort until
such a time when things might seem easier.

But is deferral really an option?
One line of thought states that
increasing regulation should be
taken as a signal to curb innovation
in investment banking in order to
avoid introducing additional risk into
the system. But this position is

flawed.

Investment banks are by nature
innovators and risk takers. As
Blomberg et al. state in their A Brief
History of Investment Banking:

Innovation and technology
remains a key priority for the
Financial Conduct Authority as
exemplified by FCA Innovate, a
project dedicated to encouraging
“innovation in the interests of
consumers” through facilitating
collaboration, supporting
experimentation and providing
feedback. In the US, similarly,
FINRA already uses AWS to
calculate day-to-day risk exposure.

“The history of investment
banking is one of
interaction between
bankers, businessmen,
investors, ideas and
technical solutions”
And this is very much still the case.
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Deferral can only ever be an
incredibly short-termist solution.
There are many significant
benefits to be realised from
grid computing on AWS as an
enabler for innovation. It can
expedite a transformation, help
CIOs overcome their challenges
and provide a service that’s
faster, cheaper and compliant
with global regulations.
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Benefits of High
Performance
Compute on AWS
The insanely compelling business
case for migrating to the public cloud
means that it is inevitable for all banks.
The only question is when.

This is because the cloud provides
significant, tangible benefits
that can help overcome the key
challenges outlined earlier.
These include:

1

Globally Available, High-Throughput,
Low-Latency Infrastructure
HPGC provides incredibly high-performance
infrastructure that is available wherever and
whenever investment banks need it. Throughput is
high and latency is low for optimum performance.
This is useful for not only meeting core business
needs, but key regulations also. For example, MiFID
II mandates zero degradation in performance across
production, development and test grid compute
when running calculations like Value at Risk (VAR)
and X-Value Adjustment (XVA).
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2

Massive Flexibility and
Scalability

Different AWS instances and features
provide different benefits:

AWS enables you to increase grid
redundancy by leveraging multiple
AWS regions, providing fault tolerance
and disaster recovery capabilities.

On-demand instances: these are

On-demand infrastructure means
that you can provision compute
resources that meet peak processing
demands and de-provision them
once the workload is complete. This
can be automated with pre-baked
Amazon Machine Images (AMIs) and
infrastructure-as-code solutions like
AWS Cloud Formation or HashiCorp
Terraform.

Spot instances: a marketplace for

the most flexible instances, providing
compute capacity billed per hour or per
second, with no long-term commitments
or up-front payments
unused instances that you can use on the
spot with up to 90% off the on-demand
price

Dedicated hosts: physically isolated

EC2 servers dedicated to you. These
support the re-use of your existing
software licenses, ensuring compliance
with vendor contract obligations

Placement groups: groupings of

EC2 instances that provide a consistent,
lower latency than would be available if
a given instance location was chosen
dynamically, enabling more efficient
communication between nodes,
increasing the speed of trades and
supporting real-time risk calculation
requirements as required by MiFID II

CfnCluster: enables administrators to
automate the deployment of compute
resources for HPC workloads, as well
as ensure that the proper environment
and libraries are in place to support
application execution, in turn reducing
administration overheads and enabling
end-to-end traceability through
automation

Specialised Instances: attached

to GPUs, these provide high density
core counts for parallel processing
using CUDA or OpenCL. Single root I/O
virtualization (SR-IOV) enables more
efficient communication between
EC2 instances, enabling larger
packet per second counts in network
communication.
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Benefits of High
Performance Grid
Compute on AWS
3

Increase Speed with Auto-Scaling
AWS enables you to launch high-performance clusters, eliminating the need for ongoing
investment or forward forecasting on potential infrastructure to build your grid from. You
pay only for what you use, with no up-front costs.
This enables much faster delivery. It is especially useful for one-off scenarios in
which a massive spike in compute power is needed. Take Brexit, for example. When the
final result was revealed the markets suddenly needed to analyse a huge quantity of
data to determine the best risk pathway. But such a scenario - and with it such a great
compute requirement - does not come along often enough to warrant an investment in
on-prem compute of the same capacity.

4

Big Data and Storage
AWS offers the most comprehensive range of big data services in
the market to move, store and analyse your data:
S3: object storage
DynamoDB: managed NoSQL database
EMR: managed Hadoop service
Elasticsearch Service: open-source search and analytics engine
Kinesis Firehose: real-time data streaming to S3/Redshift/ES etc.
Kinesis Streams and Analytics: collect and process large streams
of data records in real time to create data-processing apps
Redshift: fast, fully-managed, petabyte-scale data warehouse
Machine Learning: managed services for building machine
learning models
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5

Resilience
With AWS, you don’t have to put all your
eggs in one basket. Instead of having a single
distribution grid farm, you can conduct
compute calculations over multiple
availability zones. This gives you much
greater resilience in the face of major outages
or natural disasters.
Similarly, if you need to spin up new instances
for regulatory reasons or for Disaster
Recovery you can do that without significant
expenditure.
To replicate this on-premises, you would have
to build a new data centre, which includes not
just the servers, but everything that goes with
it: personnel, skills, power, security etc.

6

Regulation
Regulations such as CCAR, Solvency II,
and FRTB require organisations to report
capital positions, which calls for increased
demand and frequency of simulationbased calculations for market, credit, and
counterparty risk.
Similarly, in many regions there are
requirements that data must be processed in
that region and may not be transferred outside.
This creates the need for processing power in
multiple regions.
When running trades and risk calculations it is
imperative that they be performed as close to
real-time as possible. Regulatory controls exist
that put minimum standards for performance
in place to ensure that there is no degradation
at any point in the trade lifecycle, as this would
inhibit end-to-end traceability.

With AWS you can
stream from multiple
data centres - and
easily transfer
data between
them - giving you
the flexibility to
meet regulatory
requirements
without having to
construct an entirely
new data centre!
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Benefits of High
Performance Grid
Compute on AWS
7

Security and Compliance
Given the sensitivity of the regulated data contained across these kinds of trading
environments, security needs to be treated as a first-class citizen across the
software delivery lifecycle.
When we consider the DNA of HPC environments, AWS is well-suited to secure the
control plane. AWS brings powerful security capabilities to the table that an organization
would struggle to replicate themselves, such as:
AWS Security groups and IAM: Lock
down access to portions of the HPC
environment that integrate with your
existing Active Directory structures, to
ensure users and administrators only
have access to the components that
they need
Data ingress/egress: Implementation
of stringent intrusion detection systems
through the use of solutions like AWS
WAF, AWS Shield and GuardDuty, bring
stability and threat detection solutions
against the HPC workloads. Network
access client lists (NACLs) further lock
down environments and the network
routing between systems
Isolated networking through VPCs and
account structures: In line with MiFID
II regulations around grid compute,
by creating separate, segregated
accounts and network structures,
banking organisations can limit the

potential onset of development and test
activities saturating production system
performance
AWS Config: Using programmatic
and codified AWS config rulesets
allows organisations to understand
when technical drift has occurred and
compliance has potentially been broken
against approved grid engine standards
AWS CloudTrail: Alerting and logging
can be routed to read-only S3 buckets
capturing audit points, which can be
demonstrated back to the regulator as
evidence points that compliance checks
have been followed
SES and SNS: Alerts, triggers and event
notifications can be routed to system
administrators, compliance SMEs and
internal auditors using proprietary AWS
notification solutions, when security
incidents occur

13

14

Need to Accelerate
Your Digital
Transformation?
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We can help you to accelerate strategic digital
transformation projects while upskilling your
teams in modern, cloud-native ways of working
Find out more: contino.io
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How to Start the
Transformation
to HPGC with a
Lighthouse Project
Business and regulatory concerns weigh heavily on the CIOs, putting pressure on them
to accelerate their digital transformation. But, for many reasons, any transformation
toward cloud-based HPGC is more like a long-distance run than a sprint.
Our accumulated experience has shown that success is best secured with an initial
assessment and lighthouse project. This is used to prove the concept of HPGC before
rolling it out across the wider business.

Lighthouse Projects.
A lighthouse project is a short-term,
well-defined, measurable project that
serves as a model — or a “lighthouse”
— for other similar projects within the
broader digital transformation initiative.
These projects provide enough data to
confirm the business case for change
and mitigate the risk of transformation
delays and burnt investment.
Lighthouse projects act as a beacon for
future capabilities and provide decision
makers with a solid foundation on
which to scale the solution across the
wider business.

From experience,
the most effective
solutions for our
clients are those where
partners help them
build their own skills
and capabilities using
this focused approach.
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Lighthouse Project Timeframe

2-4 weeks

8-12 weeks

8-12 weeks

Lightweight Strategy
First Lighthouse Project

Sequenced Delivery of
Agile Projects

The delivery timeframe of a first
lighthouse project will typically
extend over 4 to 12 weeks and
involve a cross-functional team
comprised of ours and the client’s
people, working together side by
side, with a focus on training and
upskilling.
This is then followed up with
a sequenced delivery of agile
projects to expand the newlyproven capability into other areas
of the business.
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How to Prove the
Concept of HPC in
the Cloud
Discovery and
Assessment
This two-to-four week period
consists of workshops,
documentation reviews,
architectural walkthroughs
and 1-to-1 interviews, to gather
benchmarking data and complete
an assessment of the status quo.
These exercises help to capture:

Grid Usage
Analysis and Data
Requirements
Structure and granularity of jobs
Performance statistics including
time spent in front office
pricing libraries, load times and
deserialisation of data and time
results
Performance testing to test
performance boundaries
Data feeds and sources,
upstream and downstream
consumers/dependencies
SLA and OLA

Grid Architecture and
Components
A review of the existing grid components across
infrastructure, software and network layers to
identify and benchmark the existing AS-IS state.
From the assessment, a future cloud-ready Grid
topology can be provisioned through automated
processes and templated designs. This would
include the following non-exhaustive list:

Compute
Throughput, I/O and peak utilisation
Auto-scaling
Recovery and failover
Golden state image for a grid controller,
grid engine servers (binaries, configuration,
artefacts)

Storage and Data
How is data transported, stored and distributed?
Data latency requirements and standards
Encryption and security controls
Control and state management
How do you manage incidents across the grid?
Data and functional accuracy and fault
tolerance needs
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Strategic
Proof Points
On this basis a lightweight strategy can be
developed for the first lighthouse project,
including key proof points to be assessed.
Typically, proof points for HPGC would look
something like the following:

01
Illustrate how the
burst capacity of the
public cloud can costeffectively supplement
traditional grid
compute power, while
remaining secure and
compliant.

02
Demonstrate that
a fully stand-alone,
cloud-native grid
platform is on feature,
and has performance
and service level
agreement (SLA)
parity with existing
on-premises grid
computer power.

03
Demonstrate that
a cloud-native grid
platform not only
performs better
and faster than an
internal, on-premises
configuration, but can
dynamically provision
additional grid engines
for complex risk
calculations (XVA, CVA
etc.) on demand.
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First
Lighthouse Project
The first lighthouse project, typically focused
on a single application would take place over
eight to twelve weeks.
The project’s key objective is to confirm the business case, allowing the transformation
effort to start followed by delivery of Sequenced Agile Projects.
The business case will be founded on delivery of the proof points in the strategy and
evidence of the following:

Auto-scaling: A demonstration of how cloud scales automatically
Big Data: Leveraging one or more big data or streaming capabilities of the AWS cloud
Resilience: Conducting compute calculations over multiple availability zones
Security: Demonstrating how data remains secure in transit and at rest
Spot and Reserved Instances:
Demonstrating how Spot Instances can be used for leveraging burst-through
capacity needs (i.e. end-of-day reconciliation).
Demonstrate how Reserved Instances can be used for more static workloads
Grid Amendments and Updates: Illustrating how Continuous Integration/Continuous
Development (CI/CD) pipelines can be used to enable predictable, transparent and
controlled changes in-line with regulatory controls
Data Processing Pipeline: Showing how to ingest multiple data streams, store and
transform data, and prepare this for consumption by the grid
Performance: Evidencing that AWS is higher performance and faster than internal
grid compute capabilities, while meeting MiFID II requirements
Monitoring and Alerting: Illustrating how AWS logging increases transparency for
reporting purposes, and enables better traceability around cross charging to business
units and asset classes.

This approach results in a scalable
delivery model that forms the
foundation for transformation.

We then work with our
clients to track progress,
socialise success and
drive buy-in and future
stakeholder engagement
across the organisation.
Time and again, we see
this approach improve
customer experiences,
drive efficiencies, create a
culture of innovation and
deliver cost-savings and
long-term business value.
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Conclusion
The business case for HPGC in the
cloud is insanely compelling.
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It proves faster, cheaper and more
compliant with controls that are
required by the ever-changing
regulatory landscape.

Get in touch to find out how we can help you
www.contino.io

What We Do
We Support Our Customers Across Five Core Pillars

CLOUD PLATFORM
BUILD & MIGRATION

ENTERPRISE DEVOPS
TRANSFORMATION

DEVSECOPS &
CLOUD SECURITY

We provide safe, repeatable,
scalable and cost-effective
‘enterprise grade’ build and
migrations to cloud platforms.

Contino helps regulated
customers leverage gamechanging approaches to
software delivery and IT
operations at speed and scale.

Contino helps our clients
improve and modernize their
approach to IT security, shifting
application and platform
security concerns earlier in the
development lifecycle.

250+ People
5 Global Offices
CLOUD NATIVE SOFTWARE
DEVELOPMENT

DATA PLATFORMS
& ANALYTICS

Contino helps companies
move to cloud-native
architecture and software
development practices in order
to accelerate time to market
and organizational agility.

Contino builds big data
and analytics platforms for
organisations by leveraging
cloud across pillars of risk,
scale, agility and reliability.

Our Clients

200+ Engagements
$70m USD Funding

London
london@contino.io

New York
newyork@contino.io

Melbourne
melbourne@contino.io

Sydney
sydney@contino.io

contino.io

continohq

Atlanta
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